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Abstract—Traditional acoustic source localisation methods
attempt to find a single source with audio data of the current
time only. For many applications, localising multiple sources
is necessary. Furthermore the effects of reverberation regularly
disturb the accuracy of such localisation algorithms. This work
proposes a Steered Response Power derivative which allows to
efficiently localise multiple acoustic sources. A framework is
presented that is composed of the proposed localisation algorithm
and a tracking system which is based on a particle filter. This
particle filter takes the temporal data of sources into account
to enhance the accuracy and to track the path of a source over
time. A real-time implementation of the framework is developed
which is able to process 128 microphone channels at a sample
frequency of 46875Hz and achieve an accuracy of 5cm in a real
reverberant and reasonably noisy environment.

I. INTRODUCTION

Modern day technology becomes increasingly more aware
of its environment. This awareness has to be achieved as un-
obtrusive as possible to minimise the impact on everyday life.
One of the metrics of interest is the location of people as they
move, for example, through a room. Although it is possible
to locate people based on video data, this may not always
be suitable, such as when light conditions are insufficient.
Determining the location based on acoustic information is an
option in these situations and can even improve the accuracy
of existing systems.

Acoustic Source Tracking (AST) has received an increasing
amount of attention over the last decade. The aim of AST is to
track an object based on the sound it emits. To track an acoustic
source one first needs to determine the location of the source.
The location of a source is determined by an Acoustic Source
Localisation (ASL) algorithm by analysing the acoustic field
with multiple microphones which are arranged in such a way
that they capture the spatial information of sound. Once the
source location is known, the dynamics of the object can be
taken into account in order to track the path of a source and
estimate its location more accurately.

In this work, a strict distinction is made between AST and
ASL. As the name implies, AST takes care of the tracking
of a source, i.e. following the path of a source and keeping
a history of this path. However, AST requires an location
estimate based on a single time instant. This is the task of
the ASL. So the ASL is instantaneous, and the overall AST
takes temporal information into account.

Sound is a mechanical wave that propagates through a
medium with a certain velocity. Due to this finite velocity the
wave front (where the phase of the wave is constant) requires
time to travel from one location to another. If the microphones
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Fig. 1. Time Difference of Arrival (τ ) between two microphones when a
plane wave arrives with incident angle θ.

are distributed in space, these Time Differences Of Arrival
(TDOAs) may be analysed. A schematic representation of the
TDOA (noted as τ ) is depicted in figure 1. TDOAs are one of
the few properties which allow localisation of acoustic sources.
Other properties such as intensity differences or spectrum
differences are also possible but generally less effective.

Difficulties arise when the conditions of the system are
no longer assumed ideal. Waves will (partially) reflect on
obstacles with a different acoustic impedance and therefore
propagate in a direction which is not directly related to the
position of the source. Hence, in indoor acoustic environments
one will have to solve the problem of reverberation, the
persistence of sound in space after the original sound is
produced. This effect is expressed in RT60 which corresponds
with the time that is required before the level of sound is 60dB
attenuated after the initial sound is produced.

Although the localisation of a single acoustic source has
been a topic of research some time, the localisation of
multiple, simultaneously active, sources has not received an
equal amount of attention. Also the localisation of sources
in two dimensions has received more attention than the three
dimensional counterpart. Human speech is broadband and this
work will therefore focus on broadband localisation.

This work aims at developing an efficient algorithm and
a real-time implementation that can be executed on common
hardware. The incentive of executing the implementation on
common hardware is that the implementation is reachable
for consumers since multi-microphone sensors are becoming
omnipresent.

This paper is organised as follows. In section II existing
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methods related with the problem of source localisation and
tracking are reviewed. A subset of the reviewed algorithms
will be used to compare with the proposed algorithm. Then,
in section III, a novel algorithm for localisation of acoustic
sources is proposed and analysed. Tracking of sources is
discussed and a tracking system is proposed and analysed in
section IV. The localisation and tracking are combined into a
general framework which is discussed in V. Finally, in section
VI and section VII this work is concluded and items open for
discussion are presented respectively.

Fields of application include medical surveillance where
the system can be used to as an extra identifier for epileptic
seizure detection to reduce the number of false positives in
the system developed by Eindhoven University of Technology
and epilepsy clinic Kempenhaeghe [1]. The system may also
be used in teleconferencing where one wants to know the
location of the active speaker/speakers in order to eliminate
the noise from other sources and/or steer a camera to the
source. Other applications include human-machine interaction,
security surveillance [2] [3] and acoustic scene analysis [4] to
detect and classify of acoustic events.

This work presents the following contributions:

• A review on existing Acoustic Source Localisation
algorithms.

• A real-time implementation of the SRP-PHAT Acous-
tic Source Localisation algorithm extended with
Stochastic Region Contraction and support for mul-
tiple sources.

• A framework consisting of a source localisation block
and a source tracking block to track the path of their
movement.

• An extensive performance and accuracy investigation
of the proposed framework and its components.

II. RELATED WORKS

A common ASL system, which is proposed by [5], can
be extended to an AST system by adding the tracking after
the localisation. This extended system is depicted in figure 2.
The acquisition will sample the pressure waves present in the
environment, the pre-processing enhances the Signal to Noise
Ratio (SNR) and might also involve a Voice Activity Detec-
tion (VAD) system, like the one proposed by [6]. After the
pre-processing stage, the localisation algorithm will localise
sources and with post-processing, these locations will be the
input of the tracking algorithm which takes the dynamics of
sources into account.

ASL systems based on multi-channel signal processing are
divided into two categories: indirect and direct. The indirect
methods estimate a TDOA and aim to estimate the source
location based on these Time Delay Estimations (TDEs). These
systems are based on Cross-Correlation or Adaptive Eigen-
value Decomposition (AED). Whereas direct methods, such as
Steered Response Power (SRP) and Subspace Decomposition
techniques correlate the measured data directly to a source
location by testing multiple candidate source positions. Figure
3 shows a general overview of multiple ASL algorithms and
how they relate to each other.

ACQUISITION

ACOUSTIC WAVES

PRE-PROCESSING

LOCALISATION

POST-PROCESSING

SOURCE LOCATIONS 
AND VELOCITY

SOURCE TRACKING

Fig. 2. Schematic representation of an Acoustic Source Tracking system.

Generalised Cross-Correlation (GCC) [7] is a technique
which utilises Cross-Correlation (CC) via Discrete Fourier
Transform (DFT) to estimate the time delay between two
microphones. The authors of [7] enumerated multiple weight-
ing functions in order to increase the performance of GCC
for particular cases. One of these weightings is the GCC
with Phase Transform (PHAT) (GCC-PHAT) which normalises
the frequency components to unit length and therefore only
takes the phase differences between both signals into account.
GCC-PHAT proved to be more robust to noise and reverbera-
tion than other weightings. More recent research has produced
multiple optimisations to GCC-PHAT, which aim to increase
the accuracy of the TDE by fitting a CC function [8] [9]. When
multiple sources are active the CC will produce multiple peaks
which have to be separated [10]. Although GCC is a com-
monly used algorithm for TDE, the computational complexity
increases quadratically with the number of microphones.

Opposed to GCC, one may also try to estimate the impulse
response from source to microphones in order to determine the
direct path delay time instead of assuming that the highest peak
in the cross-correlation corresponds with the direct path. This
is exactly what AED [11] aims to do by solving the Eigenvalue
problem corresponding with the correlation matrix. However,
in practice, there is only an estimate of the correlation matrix.
This requires a iterative minimisation in order to estimate the
minimum Eigenvalue. Other than that, AED only works for
single microphone pairs and is only valid for localising a single
source.

The Multiple Signal Classification (MUSIC) [12] and
Estimation of Signal Parameters via Rotational Invariance
Techniques (ESPRIT) [13] are based on subspace decom-
position methods. MUSIC is a high resolution beamforming
technique for narrowband. ESPRIT is a direction of arrival
estimator for narrowband signals. Because both MUSIC and
ESPRIT aim at narrowband signals they are not suited for this
application.

SRP corresponds with the output power of a delay-and-
sum beamformer over multiple candidate points in a predefined
region. Beamforming is a combination of the delayed signals
from each microphone in a manner in which an expected
pattern of radiation is achieved. SRP with PHAT (SRP-PHAT)
[14], an improvement on regular SRP, applies the PHAT
weighting on the SRP algorithm. This methods claims to
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Fig. 3. Overview of different Acoustic Source Localisation algorithms
separated into direct and indirect methods.

be very robust to reverberation. High-resolution SRP called
Minimum Variance Distortionless Response has been proposed
in [15]. Multiple improvements on the computational complex-
ity have been proposed [16] [17]. Also extensions localising
multiple sources have been proposed [18].

When a location estimate for each present source is de-
termined one may utilise a tracking system to increase the
accuracy of the estimation. Such a system is proposed in [19]
and [20] and incorporates a particle filter in order to take
temporal data and dynamics of the sources into account.

III. ACOUSTIC SOURCE LOCALISATION

As stated before, ASL is divided into two types of locali-
sation. First there is the indirect approach which first tries to
determine the TDOA (noted as τ ) and subsequently determines
a location by combining multiple TDOAs in different direc-
tions. The direct approach on the other hand directly attempts
to localise a source by evaluating multiple candidate locations.
This section discusses the GCC, a common indirect method
and the progress to a direct method called SRP-PHAT which
is derived from GCC. Next a new method is proposed which
is based on SRP-PHAT and improved to reduce computational
complexity and the localisation of multiple sources.

A. Signal Model

Consider a collection of M sensors positioned arbitrarily in
a multipath environment where L sources are present. Without
loss of generality, the model of the signal received on the mth

microphone is a sum of L sources (where m = 1, . . . ,M and
l = 1, . . . , L),

xm(t) =

L∑
l=1

sl(t) ∗ hlm(t) + nm(t), (1)

where hlm(t) is the impulse response from the lth source to
be mth microphone, sl(t) is the lth source signal, nm(t) is the
additive noise component of the mth microphone (assumed to
be uncorrelated with source signals and from sensor to sensor)
and ∗ denotes the convolution operation.

B. Conditions and Assumptions

In order to be able to perform real-time localisation of
sources one needs to specify the minimum update rate of
the localisation process. This work aims at localising human
sources and therefore assumes the maximum speed of a
source to be 10km/h. The new measurement need to be
associated with previously found locations. An update rate
of 10 measurements per second achieves a maximum source
displacement of 28cm per update. This will be enough to
match new measurements with previously found locations.

A human source is not omni-directional. However, by
taking this directivity into account the complexity of the
system increases with such an amount that sources are assumed
to the omni-directional.

C. Generalised Cross-Correlation

As the name implies, GCC uses Cross-Correlation to esti-
mate the time delay between two signals received at different
microphones. This delay (in seconds) is denoted by τ . The CC
Rx1x2(τ) corresponds with the correlation between x1 and x2

at τ delay. Rx1x2(τ) is defined as follows.

RGCCx1x2
(τ) =

∫
ψ(ω)X1(ω)X∗2 (ω)ejτωdω, (2)

where ψ(ω) is frequency weighting function, X1(ω) and
X2(ω) denote the DFT versions of x1 and x2 and ∗ denotes
the complex conjugate.

The estimation of the time delay is obtained by selecting
the maximum peak in RGCCx1x2

(τ)

τ̂ = argmax
τ

RGCCx1x2
(τ). (3)

The classic CC is calculated with ψ(ω) = 1. However,
the authors of [7] enumerated a number of frequency domain
weighting functions, i.e. Roth Impulse Response (ROTH),
Smoothed Coherence Transform (SCOT), Hannah and Thom-
son (HT), Eckhart and the Phase Transform (PHAT). The latter
is commonly applied in highly reverberant environments and
therefore the most applicable in this work.

The PHAT weighting is used to increase the accuracy of
the CC by discarding the amplitude information and only take
the phase into account. This weighting is formulated as follows
[7]

ψPHAT (ω) =
1

|X1(ω)X∗2 (ω)|
. (4)

1) Computational Complexity: The computational com-
plexity of the GCC is proportional with the number of CCs to
be calculated. The number of CCs is, at its turn, proportional to
the number of combinations of all microphones, which equals

Nc =
M(M − 1)

2
, (5)

Where M is the number of microphones.
An efficient approach to calculate CCs is by means of the DFT.
The Fast Fourier Transform (FFT) implementations of the DFT
have a lower bounded complexity of N log2(N) where N is
the number of samples.
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Fig. 4. Response of the GCC-PHAT for two microphones measuring two
sources. The red lines correspond to the time difference of arrival of the
individual sources. It can easily be seen that not all peaks are related to a
source. Room reverberation time RT60 = 0.2s.

Operation Complexity
Forward FFT O(Nsamples log2(Nsamples) M)

Complex multiplication O(Nsamples M2)
Backward FFT O(Nsamples log2(Nsamples) M

2)

Optimum search O(M2)

Source localisation O(M2)

Maximum O(Nsamples log2(Nsamples) M
2)

The computational complexity is determined as the maxi-
mum of the complexity components. For GCC this corresponds
with a complexity of O(Nsamples log2(Nsamples) M

2) due
to the inverse Fourier transform which is performed on all
possible pairs of channels (which grows quadratically as shown
in (5)).

Peaks in the response of the GCC correspond with a
specific delay (τ̂ ) of the signals between the two microphones.
Such a delay resembles a hyperboloid of possible locations in
Three Dimensions (3D). So one GCC pair is unable to localise
a source as there are infinitely many possible locations valid for
that peak. In order to pin-point the 3D location of the source,
one needs to calculate multiple CCs and the intersection of the
hyperboloids corresponds with the 3D location.

Selecting the peaks in the response of the GCC is not
trivial. Due to noise and reverberation, peaks corresponding
to sources may be suppressed. Figure 4 shows the response of
two sources in a reverberant environment. The response shows
a clear peak at −0.1ms but the peak near 0ms has the same
height as −0.2ms. The peak at 0ms is hardly distinctive in
the noise and when one searches for multiple peaks this peak
will likely be overlooked. GCC is a commonly used algorithm
for ASL. Nevertheless it is unable to localise multiple sources
in an efficient manner.

D. Steered Response Power

SRP and especially SRP-PHAT resolves the issues of
reflections causing false positives by scanning the Region Of
Interest (ROI). SRP is able to estimate a measure of the
intensity at that particular point (the response) by beamforming
to candidate source locations in the ROI. Comparing the
responses of multiple points produces an analysis of where
sources are located. SRP-PHAT estimates the intensity at a

Fig. 5. The SRP-PHAT results in a simulated room with reverberation time
RT60 = 0.2s. Sources are located at (2, 2, 1.5) [m] and (2, 1, 1.5) [m]. Two
square arrays with 64 microphones are located at (4.87, 0.92, 2.49) [m] and
(4.87, 1.32, 2.49) [m]. The scanning is done with an accuracy of 2.5cm at a
height of 1.5m.

point by adding the correlations of microphone pairs. When
there is a source near the evaluation point, the GCC response at
the τ corresponding with that point will be higher. Adding all
of these responses of different microphone pairs (and therefore
different orientations of sensitivity) results in an intensity map
of the ROI. Figure 5 depicts an SRP scan at z = 1.5m, the
height of the sources. The responses show clear peaks at the
location of the two sources, at (2, 2, 1.5) [m] and (2, 1, 1.5) [m]
respectively.

1) Computational Complexity: One major drawback of
SRP is the computational complexity. As can be seen in the
table below, the complexity is proportional to the volume of the
ROI and the required accuracy (symbolised with V and Acc
respectively). For example, the volume of the room used for
simulations and real tests in this work is 46.41m3. To achieve
an accuracy of 5 cm one would require 46.41/0.053 = 37· 104

points to be evaluated. For each of these points all microphone
pairs need to be evaluated which would result in 748· 106

functional evaluations per frame of audio data.

Operation Complexity
Forward FFT O(Nsamples log2(Nsamples) M)

Complex multiplication O(Nsamples M2)
Backward FFT O(Nsamples log2(Nsamples) M

2)

Point evaluation O(V/Acc3 M2)

Maximum O(V/Acc3 M2)

The authors of [21] claim that the complexity of SRP
can be reduced from M2 to M . However, this claim cannot
be verified as the authors do not specify the details for
this reduction. Their claim begins with defining the cross
correlation between two microphones which is equal to (2).
They then continue by defining the cross-correlation of a point
equal to the sum of all possible pairs with the according delays
and claim this is equal to evaluating each microphone with
a reference τ . Nonetheless, this claim cannot be correct as
the Rik(τik) is equal to Rki(−τik) = Rki(τki) (τ has to be
negated as the delay from i to k is the opposite of the delay
from k to i). Therefore the correlation matrix is symmetric and
the element which are not located at the diagonal cannot be
neglected as the authors of [21] did.
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2) Region Contraction: In order to be able to perform SRP
analysis with less functional evaluations, Course-Fine Region
Contraction (CFRC) and Stochastic Region Contraction (SRC)
were proposed in [16] and [17] respectively. These optimi-
sations both use the principle of region contraction. After
evaluating the total ROI with a course accuracy, the points
with the highest response are used to span the boundaries of a
new, smaller, ROI. This contracted ROI is then used to generate
new points and scan with a higher accuracy.
SRC randomly generates new points to be evaluated, whereas
CFRC generates new points which are distributed evenly in the
ROI. The results in [16] show that SRC performs better than
CFRC in environments with a relatively high SNR (> 10dB).

3) Multiple Source Localisation: Once the area is scanned
one still needs to separate multiple sources. This issue is solved
by the authors of [18] who proposed a method which uses
clustering of high power points. The method first scans the ROI
with a course accuracy. Then the N highest points are selected
and are clustered using a Gaussian Mixture Model (GMM).
Subsequently, each of the found clusters is scanned iteratively
with an increasing accuracy to find the actual location of the
source within that cluster.

E. SRP-PHAT with Stochastic Region Contraction and Multi-
ple Source Localisation (SRP-PHAT-SRC-MS or SPSM)

The previously mentioned algorithms do not provide the
required extensions or the required extensions have not been
combined into one algorithm yet. Since SRP provides an
extension to improve the computational efficiency and an
extension to localise multiple sources, a new algorithm is
proposed which is based on SRP and extended with SRC to
enable it for real-time execution and extended with multiple
source localisation. The abbreviation of this algorithm with the
extensions concatenated would produce SRP-PHAT-SRC-MS
which is therefore conveniently abbreviated again to SPSM.

SRC is chosen over CFRC, due to the expectation of the
SNR being lower than 10dB, since the microphones have an
SNR of 60dB.

1) Combining Region Contraction and Multiple Source
Localisation: The algorithm for multiple source localisation
requires the scanned points to be clustered based on the
response power. These response powers will increase towards
a local optimum where sources are located as can be seen in
figure 5. However, when a source is near the edge of the ROI,
the Gaussian distribution result of the clustering will have a
false expectation.

When combining multiple source localisation and SRC
the issue of false expectation is overcome by clustering only
the highest number of points picked by SRC. When multiple
sources are present, the highest response points will likely be
disjoint (a separate set around each source). When these points
are clustered, each separate cluster will be scanned with region
contraction for the highest points, also reducing the complexity
tremendously, due to the relatively small search space. The
separate steps for the SPSM algorithm are noted in figure 6.

2) Computational Complexity: As with SRP-PHAT, the
complexity of the cross-correlation is determined by the in-
verse FFT. Unlike SRP-PHAT, the SRC extension provides

For every new frame of data, x, repeat the following:
1) Apply the FFT on x to calculate X, (memory object

2. in figure 7).
2) Cross-multiply all pairs (lower triangle) of X, to form

a vector (3. in figure 7).
3) Inverse FFT the multiplied pairs to form R, a corre-

lation vector, (4. in 7).
4) Generate a course grid of possible source locations

P, (5. in figure 7).
5) Calculate the delay corresponding with each point

from P and each pair in R to form a τ -matrix, (6.
in figure 7).

6) Evaluate each point-pair combination by taking the
corresponding value from R at the delays specified
in the τ -matrix to form an evaluation matrix E, (7.
in figure 7).

7) Sum the pair-evaluations of each point in E (row-
wise sum) to form the power vector S with a power
estimate for each point, (8. in figure 7).

8) Sort the points in S and pick the highest points to
form S̃.

9) Cluster S̃ with a Gaussian Mixture Model.
10) Save the highest found location for each cluster.
11) Generate new possible source locations within the

highest points of each cluster to form a new set of
P.

12) Go to item 5 and repeat for Nsrc times, each time
contracting the clusters.

13) Return the list of highest found locations.

Fig. 6. Acoustic Source Localisation algorithm based on SRP, extended with
SRC and multiple source detection.

use with a low number of points to be evaluated (Ncp and
Nip, number of course points and number of iteration points
respectively). However, with each iteration of the region con-
traction, Nip points have to be evaluated. Clustering on the
other hand has a relatively high complexity. Again, due to
SRC the number of points to be clustered (Nchp, number of
course highest points) is relatively low (order of hundreds),
which ensures the clusters can be performed real-time. Since
the number of cluster points and the total number of iteration
points to be evaluated are in the order of thousands the
N log(N)M2 determines the limit in complexity.

Operation Complexity
Forward FFT O(Nsamples log2(Nsamples) M)

Complex multiplication O(Nsamples M2)
Backward FFT O(Nsamples log2(Nsamples) M

2)

Course evaluation O(Ncp M2)

Clustering O(N4
chp)

Iterative evaluation O(Nsrc Nip M2)

Maximum O(Nsamples log2(Nsamples) M
2)

F. Implementation on Graphics Processing Unit using
OpenCL

SRP based algorithms require an exhaustive amount of
processing power due to its scanning behaviour. Common
Central Processing Units (CPUs) are not able to provide such
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TABLE I. SPSM IMPLEMENTATION PLATFORMS

# Operation Platform
1 Acquisition CPU
2 FFT GPU
3 Freq. correlation GPU
4 IFFT GPU
5 Generate Global Evaluation Points CPU
6 Evaluate Global Points GPU
7 Sort Global Points CPU
8 Cluster Highest Global Points CPU
9 Generate Random Points per Cluster CPU
10 Evaluate Cluster Points GPU
11 Pick Highest Points CPU
12 Generate Points inside Highest Points CPU
13 Save Highest Point CPU
14 Go to 10 and repeat Nsrc times CPU
15 Repeat For Every Cluster CPU

an amount of processing power. Graphics Processing Units
(GPUs) on the other hand, are inherently developed for parallel
processing. Since each Point Evaluations (PE) requires the
same operations on different data, SRP is highly parallelisable.
Modern consumer GPUs are able to perform parallel tasks
10 times faster than a CPU [22]. Field Programmable Gate
Arrays (FPGAs) are also capable of providing an adequate
amount of processing power in an more energy efficient
manner. However, due to the requirement for flexibility and
development time constraints an implementation using a GPU
is chosen.

In the past years, nVidia’s CUDA (Compute Unified Device
Architecture) was the de facto standard for General-Purpose
Computing on Graphics Processing Units (GPGPU). Nowa-
days OpenCL (Open Computation Library), a heterogeneous
computation library which is also able to perform GPGPU
computations, gets an increasing amount of attention due to its
open character and platform independent architecture. Based
on the possibility for platform portability, OpenCL was chosen
to parallelise real-time behaviour.

The data acquisition is done via USB. This data is then
transferred to the GPU where it is processed with additional
CPU generated inputs (e.g. the points to evaluate). Only highly
parallelisable parts of the localisation algorithm are mapped
onto the GPU as the execution also creates overhead with
copying data to GPU memory, executing kernels and copying
data back. All other calculations are performed at the CPU.
An overview of the algorithm steps and their mapping onto
the CPU or GPU are given in figure 6 and table I respectively.
Recently also Heterogeneous Memory Architectures (HMAs)
were announced [23]. These system may reduce the overhead
required for copying as memory can be shared between mul-
tiple computation devices such as a CPU and a GPU.

Clustering is one of the tasks performed by the CPU. This
is due to the fact that it requires information of all points. The
clustering required for the SRC is provided by [24] which
implements the GMM clustering algorithm proposed by [25].
This type of clustering requires no prior knowledge of the
number of clusters, which is useful for clustering the number
of sources since this number in unknown.

G. Analysis and Validation

The microphone positions and room dimensions used in
simulations were chosen to correspond with the real test
environment. This real environment has some limitations for
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Fig. 8. Simulation room with two sources (at 2.0, 2.0, 1.0 and 0.5, 0.5,
1.0 respectively). Two rectangular arrays of 64 microphone are located at
(4.87, 0.92, 2.49) and (4.87, 1.32, 2.49) respectively. The RT60 of the room
can be varied.

TABLE II. SRC PARAMETERS

Parameter Symbol Experimental value
Course point accuracy Acc 0.2m

Course highest points Nchp 512
SRC iterations Nsrc 7
Iteration total points Nip 256
Iteration highest points Nhip 64

TABLE III. EXPERIMENTAL PARAMETERS

Parameter Experimental Value Unit
Room dimensions (4.88, 3.17, 3) (x, y, z) [m]

Microphone directivity
Omnidirectional

1dB front-to-back
-

Source 1 location (2, 2, 1.5) (x, y, z) [m]

Source 1 audio Female speech -
Source 2 location (2, 1, 1.5) (x, y, z) [m]

Source 2 audio Male speech -

Microphone array locations
(4.87, 0.92, 2.49)

(4.87, 1.32, 2.49)
(x, y, z) [m]

Frame length 4096 Samples
Sample frequency 46875 Hz

Microphones per array 64 -
Real RT60 0.50 s

Real SNR 20 dB

Simulated RT60 0.20 s

Simulated SNR 80 dB

Speed of sound 343 m/s

Simulated noise type Additive White Gaussian Noise -

microphone placement due to other uses of the same room.
The voice samples used in all simulations are from [26].
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Fig. 9. The RMSE (a) and the correctness (b) (correct number of sources)
versus the number of samples used to locate the sources using all pairs of the
128 microphones.

Various simulations were conducted to verify the perfor-
mance of the algorithm. The simulated environment (depicted
in figure 8) was modelled with the same dimensions as the real
test environment to allow for comparison. The parameters are
enumerated in table III. These parameters are used as default
parameters throughout this section unless otherwise noted. The
parameters used in for SRC and multiple source detection are
listed in table II. The Room Impulse Response is generated
with the classical mirror method using the library provided by
[27].

All tests were executed on a PC with an AMD K10-5800
APU with a frequency of 3800MHz (turbo 4200MHz), 8GB
DDR3-1333 RAM and an AMD Radeon R7 260X graphics
card at 1100MHz, 2GB RAM, 896 stream processors and
OpenCL 1.2 support. The PC is equipped with Windows
8.1 and AMD Catalyst version 14.4 (driver version 14.10-
140415a-170730E). AMD CodeXL version 1.4.5724 is used
as OpenCL debugger and profiler. All tests were repeated
50 times. The localisation error is expressed in Root Mean
Square Error (RMSE). The RMSE is defined as the mean of
all Euclidean distances from estimated source locations to real
source locations over all repetitions.

1) Accuracy versus Frame Length: The frame length on
which the ASL is applied has an effect on the accuracy, the
amount of memory required and the update speed. When
the frame length increases, the cross-correlation is able to
compare more samples and therefore give a more accurate
value of correlation. Figure 9 illustrates the accuracy (a) and
correctness (b) versus the frame length (with a sample rate
of 46875Hz). The frame length is chosen to be powers of
2 due to the implementation of the GPU kernels. With a
power of 2 worker threads it is trivial to divide a power
of 2 samples. The correctness corresponds with the number
of sources which are correctly estimated. The figure clearly
shows the increasing accuracy (although slightly for simulated
environments). It should be noted that a frame length of 512
samples the correctness of the real environments is not 100%.

However, one should take into account that a moving
source results in a lower accuracy for larger frame sizes. This
is caused by the source moving during the time-span of the
samples. When a source moves with 5km/h, it will move
approximately 25cm during 8192 samples. This will disperse
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Fig. 10. The RMSE (a) and the correctness (b) (correct number of sources)
versus the SNR using all pairs of the 128 microphones.
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Fig. 11. The RMSE (a) and the correctness (b) (correct number of sources)
versus the distance between 2 sources using all pairs of the 128 microphones.

the peak in the cross-correlation.

When a sample rate of 8192 is chosen, one needs to take
care of the requirement for an update rate of 10 measurements
per second. Due to the sample frequency of 46875Hz, such
an update rate can only be achieved when overlap between
frames is applied.

When the computation time with different frame lengths
is compared, the differences are negligible. This is due to
the cross-correlation being the only operation which takes all
samples into account. Once the correlation is known, only
parts of the cross-correlation within the viable time-difference
is processed. Therefore the increased frame length does not
increase the execution time significantly.

2) Accuracy versus Signal to Noise Ratio: The SNR in-
fluences the accuracy of the localisation. A low SNR results
in a faulty detection of the number of sources as figure 10
shows. Until an SNR of 10dB the SNR is too low to achieve
a correctness of 100%. The RMSE decreases as the SNR
increases.

3) Accuracy versus Distance Between Sources: Each
source accounts for a peak in the SRP. This peak decays
as one steers to points farther from the exact location of the
source. As multiple source get closer to each other, these three
dimensional slopes begin to overlap. From a certain distance
between sources, the algorithm cannot separate the sources
any more as different sources. The measurement of which the
results are shown in Figure 11 are performed with one source
at a constant location (1, 1, 1.5)(x, y, z)[m] and another source
located at (1, 1 + disd, 1.5)[m], where disd is the inter-source
distance.

From the results of this measurement, one can assume that
from an inter-source distance of 0.7m, sources can correctly
be separated. However, at this inter-source distance the RMSE
is significant. From an inter-source distance of 0.9m an ac-
ceptable accuracy is achieved. The accuracy at inter-source
distances less than 0.7m is also reasonably good, but that is
due to the algorithm only detecting one source.
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Fig. 12. The RMSE of the localisation algorithm as a function of the source
location. The microphone locations are depicted in magenta. The farther the
source is from the microphones, the less accurate it can be localised. Also
corners are less accurate due to the reflections which have almost the same
angle of incident and time of arrival.

4) Accuracy versus Position in the Room: Another pa-
rameter that influences the accuracy of the localisation is the
position of the source in the room. One can hypothesise that a
source closer to a reflective surface will be harder to localise
due to reflections which arrive with a minor time difference
compared to the direct path. These reflections then interfere
with the localisation. Also the farther a source is located from
the microphones, the larger the error will be due to small
direction errors having a large impact at larger distances. In
order to test this, 228 evenly distributed source locations are
simulated with a reverberation time of 0.2 sec. The results,
depicted in figure 12, clearly confirm the previously mentioned
hypotheses. Sources in the corners farthest away from the
microphones show the largest error.

5) GPU Utilisation: The performance of the parallelisable
parts which are implemented on the GPU can be tuned with
the number of concurrent threads that are executed on the
GPU. Since most of the data processed on this platform is
two dimensional (i.e. channels×samples and points×pairs) the
number of thread is also two dimensional (which is called a
work-group). One dimension of the thread dimension deter-
mines which channel or point is processed and the other thread
dimension consists out of multiple worker threads working on
the same channel or point, dividing the processing load. Finally
a binary reduction tree is used to combine the results of all
workers threads.

All GPU kernels are tuned for maximum performance.
Since this tuning process is the same for each kernel, the kernel
with the highest impact on the performance is highlighted in
this section. This kernel is the kernel which cross-correlates the
acquired signals into a correlation matrix. Figure 13 illustrates
the different work-group sizes. The hardware constraints of the
GPU are a maximum of 256 threads per work-group.

The results in figure 13 show that a work-group of 16×16
performs best. The resource utilisation of this work-group size
is around 90% and is mainly limited by the memory unit due
to the many memory elements required for this operation.

6) Performance Comparison: The performance of SPSM is
compared with GCC and SRP-PHAT algorithms. Both accu-
racy, number of evaluations and execution time are compared.
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Fig. 13. The execution time of the cross-correlation on a GPU via FFT
for a different number of channels per work-group and a different number of
workers per channel. These calculations were done with 128 channels (8128
pairs) and 4096 samples per channel.

TABLE IV. ALGORITHM COMPARISON

GCC SRP-PHAT SPSM
Evaluations 1.5× 106 3× 109 40× 106

Accuracy [m] 0.40 0.09 0.02
Time Matlab [s] 3.4 258 12
Time OpenCL CPU [s] - - 1.6
Time OpenCL GPU [s] - - 0.09

Only SPSM is implemented using OpenCL and therefore only
SPSM execution times are available for OpenCL CPU and
OpenCL GPU platforms. The results are shown in table IV.

The results show that the accuracy achieved with the SPSM
is superior to the other algorithms. Due to the limited number
of evaluations, the Matlab implementation of GCC is faster
than the Matlab implementation of SPSM. The OpenCL GPU
implementation of SPSM achieves an execution time of 0.09s.
Which satisfies the requirement for real-time execution.

7) Microphone Directivity: The microphone arrays used
in the experiments are provided by Sorama BV, a company
specialised in acoustic analysis. Each array incorporates 64
Micro-Electro-Mechanical Systems (MEMS) microphones of
the type AKU240 produces by Akustica [28]. Figure 14 shows
the design of the microphone array.

The experiments made clear that the assumption, that noise
from different microphones is uncorrelated, in equation (1) was
not valid. Some of the noise has its source in the environment
and is therefore correlated. This property combined with
the microphones which are not completely omni-directional
resulted in sources in from (where the amplification of each
microphone is the strongest). In order to solve this problem,
the directivity of the microphones is taken into account.

IV. ACOUSTIC SOURCE TRACKING

Once an estimate of source positions is known (which is an
instantanious measure), one may take the temporal information
of sources into account by tracking a source. In order to track
a source one needs to estimate the state of the source. This
is necessary to be able to link a measured location (out of
many) to a certain source. The state of one source at time t is
approximated with a first order model as in [19].

αt = [X ,Y,Z, Ẋ , Ẏ, Ż]T , (6)

8



Fig. 14. The microphone array used for experiments developed by Sorama
BV. It incorporates 64 MEMS AKU240 microphones manufactured by Akus-
tica.

where [Xs,Ys,Zs]T is the true source location and
[Ẋs, Ẏs, Żs]T corresponds with the source’s velocity.

Now assume that measurement xt of the unobserved state
is measured at time t. Then this measurement can be described
as the following state equation.

xt = S(αt,n1(t)), (7)

where S(·) is an unknown function of αt and noise n1(t). As
the source state is always a function of the previous state a
Markov process can be assumed.

αt = T (αt−1,n2(t)), (8)

where T (·) is an unknown function of αt−1 and noise n2(t).

In the case where S(·) and T (·) are linear and n1(t) and
n2(t) are Gaussian, a Kalman filter is the optimal solution.
However, for AST S(·) and T (·) are highly non-linear [20].
Therefore, an approach is chosen which utilises a Particle Filter
(PF).

There are several dynamical models which describe the
time-varying location of a moving person in a typical environ-
ment. A relatively simple model which has been shown to work
well is the Langevin model used in [20]. The model assumes
the movement to be independent in each of the Cartesian
coordinates. This work will use the Langevin model due to
its simplicity and is described for the X coordinate as (other
coordinates are identical):

Ẋt = aX Ẋt−1 + bXFX , (9a)

Xt = Xt−1 + ∆T Ẋt, (9b)
aX = e−βX ∆T , (9c)

bX = vX

√
1− a2

X , (9d)

where FX is a normally distributed random variable and ∆T
is the time difference between the measurements t and t− 1.
vX represents the steady-state root-mean-squared velocity.
The parameters βX and vX are fixed at 10s−1 and 1m/s
respectively as proposed by [20] for human sources.

Start with initialising a track {αit,wi
t, tlast} for each source

in measurement li0, i = 1 . . . Nsources. Where αit is a set of
particles, wi

t a set of weights corresponding to each particle
and tlast the time when the source was last observed. For
each new frame of estimated source locations lt repeat the
following:

1) Assign measured locations to existing tracks based
on minimum distance of measured location to prop-
agated track location.

2) Update tlast and remove tracks which are absent
longer than Tmax.

3) Create new tracks for unassigned measured locations.
4) Resample particles from the previous time-instance

αit−1 with their respective weights wi
t−1 for each

track to form a derivative set α̃it−1.
5) Propagate the particles of each track α̃it−1 according

to the dynamical model of the source to form αit.
6) Determine the weight of each particle in αit by cal-

culating the euclidean distance from particle location
to measured location to form wi

t and normalise wi
t

such that
∑
wi
t = 1.

7) Compute the current location as the weighted sum of
the particle locations l̂

i

t =
∑
wi
tα

i
t.

Fig. 15. Particle Filter algorithm for location tracking.

A. Analysis and Validation

Location estimates of sources are distorted with Gaussian
noise [19]. In order to validate the PF independently from the
ASL, the input for PF is simulated during the tests. One or
multiple straight paths for different sources are defined and
these paths are sampled at certain times and distorted with
Gaussian noise simulating a realistic set of measurements.

The results of the accuracy of the PF when one single
source is present are illustrated in 16. The source follows a
path from (0, 0, 0)[(x, y, z)] to (3, 3, 3) with a constant velocity
of 1ms−1. The first time when the track appears (at t = 0)
the PF initialises a track with initial conditions equal to the
measured location and the velocity set to zero. This can clearly
be seen in the first few locations estimates done by the PF.
Once there are multiple measurements available the PF is able
to estimate track of the source more accurate. Although the
measured locations have an average RMSE of almost 8cm,
the PF is able to estimate the location of the source with an
accuracy of less than 2cm, reducing the volume of possible
source locations from more than 2000cm3 to 33cm3.

V. FRAMEWORK

In the previous section the instantaneous localisation is
discussed. This localisation does not take the dynamics of a
source into account. In this section the tracking system will
be discussed that aims at following a source by estimating the
most probable location based on previous locations and the
current measurements.
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Fig. 16. The RMSE of the particle filtering. The blue line corresponds with
the measured data which is a noisy simulated path. The red line corresponds
with the predicted locations taking previous measurements into account using
a particle filter. The error of the predicted locations is lower, therefore the
prediction has an increased accuracy compared to the measured locations.

A. Decentralised Data Fusion

In applications where multiple large arrays are involved for
localising acoustic sources the processing and transportation
costs increase significantly. This may require decentralisation
of the ASL estimation.

The abstraction between AST and ASL enables for success-
ful decentralisation. As the AST only requires the estimates
of the source locations of each ASL system. Multiple ASL
systems would be able to run independently of each other
without any form of synchronisation.

The separation of the localisation and source tracking
also results in the freedom of combining different algorithms
than proposed in this work. The only requirement is that the
localisation is able to provide the tracking system with source
location estimates. These estimates will be distorted and the
tracking will take the source movement dynamics into account.
By separating the algorithms at the boundary of localisation
and track, the redundancy in both algorithms is also minimised.

B. Analysis and Validation

Figure 17 shows the results when multiple independent
microphone setups are taken into account. By placing a mi-
crophone setup in another part of the room, the RMSE in the
corners of the room drops from 0.5m to approximately 0.14m.

VI. CONCLUSION

This work presented an advanced acoustical source tracking
system capable of tracking a moving source in a reverberant
environment using a particle filter which takes the dynamics
of the source into account. The localisation of sources is
performed by a newly proposed algorithm based on SRP-
PHAT. The SRP-PHAT algorithm is optimised for performance
with Stochastic Region Contraction to allow for a real-time
implementation. To enable for localising multiple sources the
algorithm is extended with Multiple Source Localisation.

The presented algorithm is implemented on a GPU for real-
time execution. This implementation is validated in a simulated
environment and a real environment. The results show an
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Fig. 17. The RMSE of the source tracking using distributed microphone
setups. The microphone locations are depicted in magenta. The two setups (at
(1.2, 3.17)[(x, y)] and (4.87, 1.2)) are unsynchronized and localise sources
separately. The scaling is equal as in figure 12 for comparison.

accuracy of 2cm in a simulated environment and an accuracy
of 5cm in a real environment. The correctness is 100% when
the SNR is 20dB or better. The real-time implementation is
able to process 10 audio frames per second, handling data from
128 microphones concurrently.

VII. FUTURE WORK

In some cases the reflections of a source are detected as
a separate cluster in which a source is located. When the
locations and orientations of reflective surfaces are known, it
is possible to search for relations between found clusters and
actively ignore these false sources. This discrimination cannot
be done based on location only as a true source may also
be present at that location. Correlating the signals received
from the, possibly false, location and the true location may
determine whether it is a reflection or not.

The proposed Acoustic Source Localisation and Tracking
system is able to determine a source’s location with an
accuracy up to a few centimetres. However, such accuracies
are only obtained when the microphone locations are known
with a high accuracy. For example, a microphone array is 3◦

rotated compared to the locations used in the calculations. This
results in an error of more than 20cm at a distance of 4m.
Since the previously mentioned method is very sensitive to
small errors and requires a lot of work to precisely measure all
microphones, an automatic microphone calibration would be a
useful addition. One method of self-calibration is proposed
[29] which requires one, known, source to be in the ROI.
Another possibility might be a fusion of the measured and cal-
ibrated locations, where the calibration corrects the measured
locations for small differences.

The results show the ability of the system to separate multi-
ple simultaneously active sources and estimate their locations.
In order to improve the detection of multiple sources, it may
be beneficial to make the number of highest points which are
used to separate multiple sources dependent on the number
of sources in the previous frame. However, more research is
required on the effects of such a modification.

Although the system is able to localise multiple sources, it
also detect a source when there is none present, since there is
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always a highest point. When the system is extended with a
Voice Activity Detection (VAD) to determine whether there is
acoustic activity or not this issue can be overcome. This VAD
would take place in the pre-processing stage. In this stage the
SNR could also be enhanced as this has a high impact on the
accuracy of the system.

Since microphone arrays become increasingly ubiquitous,
an application may have access to more microphone signals
than it is able to process. In this case it would be beneficial to
to select the microphone pairs that are best suited to localise
sources in that particular environment. In order to be able
to select these microphone pairs, one needs an algorithm
to determine which pairs are favourable and which are not.
Although a few attempts were made, a sufficient measure for
selection of pairs has not been found.

The separation and decentralisation of the localisation and
tracking of acoustic sources enables for scaling up the system.
One may use many localisation setups and use a single source
tracker to combine the information of all localisation setups.
However, when the setups span a large area they are not able
to detect sources accurately in the whole range. Therefore, it
may be useful to have a separate ROI per localisation setup.
This requires more investigation however.
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